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Executive Summary
This document describes in detail the first steps taken towards the implementation of the Gredia
middleware. Specifically, four important components are discussed: The distributed replica location
component (DRLS), the multi-attribute indexing scheme, the data transfer protocol (GridTorrent) and
the service-oriented approach that has been implemented so far. This report provides detailed
descriptions of the design and implementation issues as well as initial results where applicable. Finally,
it elaborates the implementation aspects of the Framework for the Intelligent Virtual Organisations.

1.

Introduction

The design of a generic middleware for efficient search and retrieval of annotated content in a
distributed Grid environment has been motivated by the requirements posed by the GREDIA research
project. GREDIA’s main objective is the development of a Grid application platform, providing highlevel support for the implementation of Grid business applications through a flexible graphical user
interface. This generic platform will facilitate the provision of business services, which mainly demand
access and sharing of large quantities of distributed annotated numerical and multimedia content.
Furthermore, the GREDIA platform will exploit Grid technologies to enable access to the distributed
content by mobile devices. The establishment of the described functionality faces great challenges
regarding data management, security, authentication and authorization mechanisms.
In the heart of such a platform lies the middleware subsystem that essentially performs all data
management operations for the system. We have thoroughly described the proposed middleware
architecture in the GREDIA Deliverable D2.1: Middleware Architecture. In this section we will provide a
brief overview that will facilitate the analyses of the following sections.
The proposed architecture deals with data management in a distributed environment consisting of
resources belonging to different Virtual Organizations. A main characteristic of this environment is the
heterogeneity of nodes in terms of computational power, storage capacity and bandwidth. Resources
with different features, for example laptops, desktop computers, dedicated servers or even mobile
phones, may participate in this platform. Moreover, we assume that some resources may remain off
the system for long periods of time. Therefore, the design should cope with node arrivals and
departures so as to provide a robust operation.
The specific architecture comprises of three different overlays, namely the Metadata overlay, the
DRLS overlay and the Storage overlay. Each node of the system can participate in various overlays
according to the services it can host. The links among nodes of each overlay are between nodes with
close Ids in the Id space and do not require that these nodes are physically close as well. The idea
behind the multiple overlays is the design of an extensible platform, which can integrate and interact
with other Grid services and favors the development of Grid applications. The three overlays of our
architecture are shown in Figure 1. As it can be noticed, the nodes in the Metadata and the DRLS
overlay are treated as leaves of the Kademlia DHT binary tree. The Kademlia protocol divides the
binary tree into series of lower subtrees that do not contain the node and guarantees that every node
knows at least one node in each of its subtrees. The nodes in the Storage overlay are connected
according to their known neighbors.
This deliverable covers also the prototype description of the Framework for Intelligent Virtual
Organizations, which allows VO participants to negotiate a contract and configure properly the
middleware layer to work according to the rules agreed upon with respect to authorization and QoS.

Figure 1 Overview of Proposed Middleware Architecture
A data file contains the actual content to be stored in the Storage overlay. The sharing of resources in
this overlay occurs among users of the same Virtual Organization. The consequence is that a data file
can be stored to or retrieved from a storage node, only if the user is granted the appropriate
permissions. The nodes in the Storage overlay act as file servers and should provide the
corresponding services persistently. Each data file is described by attributes of a predefined metadata
schema, which are included in a metadata file. The search mechanism in the Metadata overlay aims to
efficiently manipulate these metadata files, in order to return data items fulfilling the user’s search
criteria. The metadata file also includes the Logical File Name (LFN) of the corresponding data file.
This LFN is used as a key in our distributed catalogue implemented in the Distributed Replica Location
Service (hence DRLS) overlay. In this overlay, mappings of LFNs to the physical locations of data files
represented by Physical FileNames (PFNs) are stored.
A user may perform “store” and “search” operations in the proposed platform as follows:
•

When a user initializes the upload procedure, the data file is assigned with a unique identifier,
namely a LFN. The LFN is also included in the metadata file among the rest of the description
provided by the user. The LFN is the link between the actual data and their descriptions.
There is no requirement for the data files and the metadata files to be stored in the same
node. The data file is uploaded in the Storage overlay using the GridTorrent mechanism. If
the user’s node participates in the Storage overlay, the file is stored locally. Otherwise, the
data file is uploaded to another known storage node. The physical location(s) of the file is
(are) inserted in the DRLS overlay.

•

A user is able to query for files satisfying its criteria with the search mechanism provided by
the Metadata overlay. The search mechanism returns the relevant metadata files. Before the
download of a specific data file takes place, the data transfer mechanism queries the DRLS
overlay for its PFNs. Finally, the GridTorrent protocol will download the file by exploiting the
collaborative sharing properties of the inherited BitTorrent protocol, in order to boost
aggregate performance. The flow of the search procedure among the different overlays is
also shown in Figure 1.

In the following Sections we provide detailed descriptions of the steps taken so far concerning the
implementation of the proposed architecture. We start off with the DRLS overlay.

2.

Distributed Replica Location Service

2.1. Integrating DRLS with the middleware
The Distributed Replica Location Service - DRLS is a basic component of the middleware architecture
of GREDIA. Its main purpose, as the title implies, is to find available replicas of an existing file. The
DRLS is interfaced with the storage layer and the data service.
o

The interface with the data service is used for registering new files and replicas

o

The interface with the storage layer is used for keeping track of the replica location as well as
obtaining certain file attributes that will facilitate the data transfer with the GridTorrent
protocol.

The above interfaces and the DRLS position in the general middleware architecture are depicted in
Figure 2.

Figure 2 DRLS Component in the Middleware Architecture
The API of the Distributed Replica Location Service – DRLS is fairly simple. It consists of two methods:
Boolean RegisterLFN( XMLFile )
This method registers a file to the DRLS according to its description, which is an XML file with
various attributes about the file itself and it is described in the following chapter.
XMLFile GetReplicas( lfn )
This method returns the XML file from the DRLS, which contains various attributes about the
file itself and a list with the existing replicas of the file.
The XML files that are used in both methods have a common format and therefore share a common
XML Schema Definition (XSD).

2.2. DRLS data structure
2.2.1. Overview
DRLS maintains a list of useful information for each file that is stored in the Storage Layer:
•

LFN: The logical filename of the stored file. This is a unique identifier supplied by the
metadata service that is used as a Global Identifier to reference the particular data. This is
also stored in the XML metadata of the file.

•

file size: The file’s total size in bytes. This is needed for the proper operation of the
GridTorrent protocol.

•

file hash type: The type of the hashing used to identify the whole file data. Hashing is
enabled in this level to ensure data consistency.

•

file hash: The actual file data hash.

•

piece length: The size of the pieces in which the file is segmented. A piece is the smallest
fraction of data that is used for hashing - validate a part of the file - and publishing purposes
to inform other peers that we’ve downloaded a part of a file and therefore we can also
uploaded to others. The transfer unit is actually smaller than a piece and is called a block.

•

pieces hash type: The type of the hashing used to identify each piece of the file. Hashing is
enabled in this level to facilitate partial download and resume download operations.

•

pieces hash: The actual piece data hash. All the hashes of all the pieces are concatenated
starting from the first piece.

•

Replicas: The list with the physical location of all the file original location and replicas. This is
described by a Physical Filename (PFN). A physical filename has the following form:

transport protocol://fully.quallified.domain.name/path/to/file
Transport protocol is the protocol that is used for the data transfer. Currently the supported
protocols can be gsiftp or gtp. The fully qualified domain name is the DNS registered name of
the file location and it is followed by the local path and the local filename of the actual file.
2.2.1.1

XML structure

The data described above will be stored in the peer-to-peer layer in a structured format and more
specifically in XML documents. To formally define the data structure, we construct a XML Schema
Definition (XSD) file as follows:
<?xml version="1.0" encoding="UTF-8" standalone="no"?>
<xs:schema xmlns:xs=http://www.w3.org/2001/XMLSchema
elementFormDefault="qualified">

<xs:element name="DRLSMetadata">
<xs:complexType>
<xs:sequence>
<xs:element name="lfn" type="xs:string"/>
<xs:element name="filesize" type="xs:integer"/>
<xs:element name="filehashtype" type="xs:string" minOccurs="0"
default="MD5"/>
<xs:element name="filehash" type="xs:string"/>
<xs:element name="piecelength" type="xs:integer"/>
<xs:element name="piecehashtype" type="xs:string" minOccurs="0"
default="SHA1"/>
<xs:element name="pieceshash" type="xs:string"/>

<xs:element name="replicas">
<xs:complexType>
<xs:sequence>
<xs:element name="url" type="xs:string" maxOccurs="unbounded"
minOccurs="0"/>
</xs:sequence>
</xs:complexType>
</xs:element>
</xs:sequence>
</xs:complexType>
</xs:element>
</xs:schema>

According to the above XSD an example of a valid XML that describes a file stored in the DRLS with
two replicas will be similar to the following:

<?xml version="1.0" encoding="UTF-8" standalone="no"?>
<DRLSMetadata>
<lfn>
Logical_file_name
</lfn>
<filesize>
2621440
</filesize>
<filehashtype>
MD5
</filehashtype>
<filehash>
FDOPGJ23424363456SDFOGJSDOGJ
</filehash>
<piecelength>
262144
</piecelength>
<piecehashtype>
SHA1
</piecehashtype>
<pieceshash>
A1B2C3D4E5F6F6A1B2C3A1B2C3D4E5F6F6A1B2C3A1B2C3D4E5F6F6A1B2C3A1B2C3D4E5F6F6A1B
2C3A1B2C3D4E5F6F6A1B2C3A1B2C3D4E5F6F6A1B2C3A1B2C3D4E5F6F6A1B2C3A1B2C3D4E5F6F6A1B2C3
A1B2C3D4E5F6F6A1B2C3A1B2C3D4E5F6F6A1B2C3
</pieceshash>
<replicas>
<url>
gsiftp://host1.gredia.eu/bushinterview.mpg
</url>

<url>
gtp://host3.gredia.eu/bushinterview.mpg
</url>
</replicas>
</DRLSMetadata>

2.2.2. The Peer-to-Peer Layer
DRLS saves the information about the stored files and their replicas in a peer-to-peer (P2P) layer. The
P2P network that is selected is a modified version of Kademlia as was explained in detail in the
middleware architecture deliverable. A prototype has been already implemented using a more general
framework, called PeerPlatform. The PeerPlatform is a framework developed internally in the CSLAB
that facilitates the deployment of peer-to-peer overlays in large scale environments without the need
of a world-wide large scale infrastructure.
The PeerPlatform framework is designed for deploying and testing various peer-to-peer protocols. It is
written in Python (version 2.5 or above) and can be run either as a stand-alone executable or as a
library embedded into other applications. The framework architecture is depicted in Figure 3. Its core
component is the Notification Center, which is actually a common table of notifications and callbacks
for peers that reside in the local physical node. Each physical node can have several peers that run in
separate threads and communicating by posting notifications in the Notification Center. There is also a
Communicator Proxy to be able to communicate with peers in other physical nodes. Finally, there is
the PeerManager which is responsible for deploying Peers in the local node and helping broadcast
special messages to the other physical nodes. A more detailed description of the framework is
presented in the following paragraphs.

Figure 3 PeerPlatform architecture
2.2.2.1

PeerPlatform Design

the core of PeerPlatform's modular architecture is the NotficationCenter class. The
NotificationCenter is actually a database (a dictionary) storing function pointers. Class instances can
register/unregister functions at a NotificationCenter instance and post notifications. The

At

register/unregister procedures are depicted in Figure 4. Each notification consists of a name, a source,
a destination and a set of parameters. Notification posting equals synchronous function calling - if a
notification's name and destination are found in the database, all corresponding functions are run.
Note that registered functions (observers) should all have the same parameter list, namely they
should all expect the aforementioned variables. The above algorithm is depicted in the following
Figure 5. Moreover, the NotificationCenter defines two special destinations that can be used to
register functions for a given notification name:
o

The allDestinations destination signifies that a function should be called upon any successful
notification post to the respective name. This "mirroring" behaviour can be used, for example,

to implement counters or log calls without making any changes to already implemented and
registered observers.
o

The unknownDestination destination can be used to register error-handling functions, as a
listed observer will be called if a notification's destination can not be found.

Figure 4 Notification Center algorithm for Peer register/unregister
Both special destinations are available as instance variables at an initialized NotificationCenter class.
Also, when adding/removing an observer from a NotificationCenter, one can use the None destination
to signify allDestinations. On the other hand, usage of None when posting notifications is equal to
calling all observers registered for the unknownDestination destination. Again, the above destinations,
apply only to registered names. There is no way to define a "catch-all" name, so a NotificationCenter
will neither register destinations for "all names", nor call functions when the notification's name can
not be found in the database. The above functions of the NotificationCenter algorithms

Figure 5 NotificationCenter algorithm for notification delivery
Notifications are used for almost all inter-class function calls in PeerPlatform. Furthermore, the
among multiple

CommunicatorProxy class allows for posting and receiving notifications
NotificationCenter instances over the network as depicted in Figure 4.

The CommunicatorProxy opens a UDP port and listens for notifications coming from remotely located
hosts. Such messages travel as bencoded tuples containing all parameters required to call the
observer at the specified network destination (name, source, destination and parameter). Bencoding
first appeared in the BitTorrent peer-to-peer file transfer protocol, but is now widely used as a means
to convert Python variables to a string format. PeerPlatform uses a custom bencode/bdecode
implementation that can also handle Tuple, Boolean and None Python types. This network
communication is shown in Figure 6.

The CommunicatorProxy notification receive functionality is instantly available when the class is
initialized. In order to send a remote notification, one must post a local notification, named Send to
the CommunicatorProxy destination. The parameter should contain the destination network address
and the notification structured as a tuple. Outgoing messages are enqueued before sent, so the
calling function does not block.

Figure 6 Notifications are send over the network using UDP and bencode/bdecode
Peers of a specific peer-to-peer protocol are implemented in the PeerPlatform framework as instances
of the Peer subclass. Peers are designed as state machines. Changes in state can result from incoming
RPCs or self-generated alarms (timeouts). New states are created when requesting a peer to get or
put data items from/in the overlay network. All interactions with a peer's state have the form of
notifications. When initialized, peers register observers for all incoming RPC commands they should
handle. RPC names equal notification names and the peers' identifiers and addresses comprise the
notifications' destinations. Actually, as every peer is executed in a distinct thread, all notifications
trigger the same function that enqueues the incoming RPC for serial processing by the state machine.
This architecture allows for running multiple logical peers in the context of the same PeerManager
instance, which eases super-peer and large experimental deployments. Intra-peer communication is
directly handled by the NotificationCenter.
The Peer super-class offers only the functionality of storing key-value pairs (either on disk, or in
memory) and defines the necessary data required to interface with the PeerManager class. The
PeerManager implements peer-management and assists in inter-peer message passing. In order to
start a peer instance, one must send a Start notification to the PeerManager instance. The
notification's parameter defines the requested peer protocol, its ID and other protocol-specific
parameters required to initialize and "boot" the new peer. The PeerManager observes all peer-defined
RPC types for the unknownDestination destination. Thus, it intercepts all notifications that can not
reach a local peer and must travel through the network. By knowing about peer-to-peer addressing
specifics, it extracts the remote peer's actual network address from the notification and transforms the
message in order to be delivered by the CommunicatorProxy. The PeerManager helps in maintaining
the notification abstraction for peer communication and is needed even if the PeerPlatform hosts only
a single peer instance.

Figure 7 Notifications can be send over the network to other physical nodes via the
Communicator Proxy
Many functions implemented in peers require a generic mechanism for setting alarms after a specified
period of time or at a predefined moment in the future. Timeouts are supported by the AlarmRegistry
class, which allows relative or absolute scheduling of notifications, as shown in Figure 8. The
AlarmRegistry instance listens for Register or Unregister notifications for the AlarmRegistry
destination. When registering an alarm, one must provide an ID that uniquely names the action (used
for overwriting or unregistering timeouts), the moment to trigger the alarm, along with the name,
destination and parameter of the resulting notification. When the timer expires, a notification is posted
using the same source that registered the alarm request, as shown in Figure 9. Note that one can
implement periodic functions, by registering the same alarm that triggered the function every time the
latter is called.
The AlarmRegistry functionality is essential for orchestrating large peer-to-peer experimental
deployments. An "experiment generator" outputs a set of commands that should run over time commands that either start/stop peers, or request data operations from specific peer instances.
Having initialized PeerPlatform instances in numerous physical machines, one can use the
CommunicatorProxy and AlarmRegistry classes to schedule the experiment and collect results.

Figure 8 A thread can post notifications with destination the Alarm Registry in order to
simulate timeouts

Figure 9 A timer expires in the Alarm Registry and a notification for a new peer creation is
sent over the network via the Communicator Proxy

3.

Indexing and Search over Multiple Attributes

The Metadata service in the Gredia platform will provide an advanced search mechanism among the
stored annotations of the actual data items. Each data item will be described by a set of metadata
attributes defined by the Metadata schema. The values of these attributes are included in the so
called “metadata file”. Each “metadata file” is stored in our Kademlia-based Metadata overlay and the
Metadata service is responsible for storing, locating and retrieving these metadata files.
In order to ensure the efficiency of the search mechanism and fast responses, we are implementing
an indexing scheme. The indexing procedure is performed by the Metadata service during the
insertion of a file to a system. The different types of attributes to be indexed lead us to the
implementation of multidimensional indexing.
Our approach to support multi-dimensional queries is based on the fundamental property of Space
Filling Curves (SFCs). A SFC continuously maps a compact interval to a d-dimensional space and
vice versa. SFCs preserve locality, so that points in the 1-dimensional space are mapped to close
points in the d-dimensional space.

The SFCs are utilized in the Metadata overlay in the partition strategy of metadata files among peers
in the Metadata overlay, so as the search mechanism to support queries on multiple attributes. The
most important attributes of this schema are indexed. Our main objective is to take the combination
of values to be indexed into account during the construction of the key.
We are currently developing the multidimensional indexing technique. The set of d-attributes to be
indexed forms a d-dimensional space. Each point in this space represents a combination of values of
indexed attributes. The points of the d-dimensional space are mapped down to a single dimension
through the Hilbert SFC. The result is the partitioning of the d-dimensional space into 2kd cells, which
in turn are mapped through the SFC to 2kd intervals in the single dimension. For example, let us
suppose that we choose the attributes title, author and keyword to be indexed. In this case, a 3dimensional space is formed. A point in this space a metadata file containing the values “title = New
Year’s Celebration” and “author = Smith” and “keyword = New York”. In the Description of the
Middleware Architecture (D2.1), we have presented a Metadata schema for the annotation of media
and banking content and we are going to use these attributes in our indexing scheme.
The d-dimensional space is divided in d-cubes that are mapped to intervals of the SFC. Without loss of
generality, each hypercube is considered to be a point of the d-dimensional space and the
corresponding interval in the SFC to be the point of the single dimension. A basic property of the
Space Filling curves is that they can be produced recursively. The factor k is called approximation
order of the SFC and indicates the number of recursions and thus how much the d-cubes and intervals
are limited to points.
In Figure 11, the primitive Hilbert SFC for mapping points of a 2-dimensional space to a single
dimension is shown. The 2-dimensional space is divided in four squares and the SFC passes through
each square only once. The curve starts at a corner of a square and ends at one of the two
neighboring corners of the square. There are four undirected primitive curves facing south, north,
west and east as shown in Figure 10. Each one of them can be traversed in two directions: clockwise
and counterclockwise, which lead to a total of eight Hilbert directed primitive curves in the 2dimensional space.

Figure 10: The Hilbert undirected primitive curves
The Hilbert curve can be approximated in a higher order by a combination of the primitive curves
properly oriented and connected. The Second and Third Order Hilbert curve along with the

corresponding First Order curve are depicted in Figure 11. During each recursion for producing a SFC
of higher approximation, each square and its corresponding line interval have been further subdivided.
In each square, the properly oriented primitive curves have been placed, so as the adjacency property
to be preserved everywhere. If this process continues to infinity, then for any arbitrary point in a
square, there is a unique infinite sequence of nested squares for which this point is its limit. Since the
curve passes through every point in the square once and once only, it is said to be space filling. The
curve is also continuous everywhere and nowhere differentiable.

Figure 11: The first, second and third approximation of the Hilbert SFC
The basic issues concerning the utilization of the Space Filling curve for multidimensional indexing and
addressed in our framework are:
•

The mapping of the coordinates of a point in the d-dimensional space to its position in the SFC

•

The mapping of a point in the SFC to the coordinates of the corresponding point in the ddimensional space

•

The traversing of the curve in order to enumerate the points of the d-dimensional space along the
SFC and to find adjacent points

The mapping of a point in the d-dimensional space to its position in the SFC and vice versa is not
simple and the difficulty increases analogously to the number of dimensions. The production of the
SFC can be performed either no-recursively by using circular shift and exclusive-or-operations on
bytes or recursively by using state machines. In the recursive generation of a SFC, the extension of
the algorithm to higher dimensional spaces is non-trivial.
The derived values in the single dimension represent the keyset of the Kademlia-based DHT overlay.
Each key is kd bits long and each node in the overlay manages data in one contiguous range of the
SFC. Nodes and (key, value) pairs are considered to be the leaves of the tree structure in the
Kademlia DHT, while each node knows how to find better nodes near its location in the tree and
stores items closer to its corresponding leaf.

When the Metadata service is called to insert a metadata file in the overlay, the described procedure
is followed: The values of the indexed attributes are the coordinates of the point in the d-dimensional
space. These coordinates are given as inputs to the algorithm that produces a derived key using the
mapping provided by the Hilbert SFC. Afterwards, the <SFC_key, metadata file> pair is inserted in the
Metadata overlay with the “get” API-call of the implemented Kademlia protocol. Both the produced
key and the metadata file are given as inputs. The node that starts the store procedure searches the
network in several steps, approaching with each step nodes closer to the specific SFC key. Afterwards,
the value is stored at these nodes. The notion of distance between points in the identifier space is
defined by a XOR metric. The symmetric features of this metric allow Kademlia participants to receive
lookup queries from precisely the same distribution of nodes, contained in their routing tables. Both
node Ids and keys ki are treated as leaves of the Kademlia binary tree. Each node's position in the tree
is determined by the shortest unique prefix of its Id.
The search of a metadata file requires knowing the exact key used during the insertion of the
metadata file in the DHT. This knowledge is acquired by using the SFC method. Therefore, the values
of the attributes for the searched metadata file are given as input to the algorithm that maps the
coordinates of a point to the derived key. The output is the SFC_key that was used during the
insertion phase of the specific metadata file. The node instructed to lookup the specific metadata file
in the network issues alpha parallel queries to the kappa closest nodes it is aware of. The system wide
parameter kappa also specifies the number of copies maintained for each data item, and controls the
size of routing tables in peers. The node continues the process until the kappa closest nodes to the
target key are found. Then, the node starts the procedure of retrieving the specified value with the
“get” API.
An example of inserting a metadata file in the Metadata overlay is shown in Figure 13. There are two
different attributes to be indexed forming a 2-dimensional space. For simplicity of the example, the
representation of the coordinates uses two bits only. In this case there are four different values in
each dimension. However, this is not a constraint because the number of values in each dimension
increases in higher approximations of the curve. We also assume, without loss of generality, that the
variable kappa indicating the replication factor is equal to two, namely two replicas of the metadata
file are created during its insertion in the Metadata overlay. Each data item is stored in the two closest
nodes based on the XOR metric of the Kademlia protocol. The key ki for each metadata file is
produced through mapping of the attributes' values of the 2-dimensional space on a single dimension
using the SFC. The produced key along with its value, which in our case is the metadata file, are
inserted in the Metadata overlay using the “put” API of our implementation.
In the example illustrated in Figure 13, the user wants to store Metadata File 1 in the Metadata
overlay. Let us assume that the values of the attributes to be indexed are (11, 01). As shown in Figure
12, the mapping algorithm generates the key k1=<1100>. This key is produced by the mapping of the
points in the 2-dimensional space in a Second Order Hilbert SFC. Hence, the assigned key to this
Metadata file is the key k1.

Figure 12: The First and Second Order Hilbert Curve

Then, a STORE RPC of the Kademlia protocol is triggered through the “put” API and the metadata file
is routed towards the nodes with Ids close to k1. The node that starts the Store procedure sends
parallel asynchronous FIND_NODE commands to alpha nodes with close IDs to the derived key. These
nodes are included in its routing table. Nodes receiving a FIND_NODE RPC should reply with a list of
at most kappa closest peers to the given ID. The requesting node will collect these results, merge
them in a list and sort them by distance from the key. This process is repeated until the two closest
nodes to k1 are found, namely nodes with IDs <1101> and <1111> according to the Kademlia tree
presented in Figure 13. Afterwards, the <k1, Metadata File 1> pair is copied to these peers via STORE
RPCs.

Figure 13: Storing and Indexing metadata files in the Metadata Overlay
A similar process is followed in order metadata files containing the combination of values (11, 01) to
be found. In this case, the key corresponding to the Metadata file containing these values should be
known in order the lookup in the overlay to start. The key is defined again by the algorithm mapping
the point in space to the SFC and lookup start for key with value <1100>. Afterwards, the node
initiates a similar query loop using FIND_VALUES RPCs requesting either the Metadata File
corresponding to this key or a list of at most kappa nodes close to the key. When a list of nodes is
returned, then FIND_VALUES RPCs are sent to these nodes as well. These procedure stops
immediately when a value is returned or when the kappa closest peers have replied and no value is
found.
The implementation issues under consideration in this phase concentrate in the following aspects: At
first, the algorithm that generates the mappings from the multidimensional space to the SFC should
be extended so that ranges of values in one or more dimensions will be mapped in adjacent intervals
or subintervals in the SFC. This enhancement will favor the processing of range queries during their
routing in the overlay. On the other hand, the enumeration of points in an interval of the SFC involves
great complexity and this complexity increases proportionally to the number of dimensions. Another
issue to be addressed is the allowed number of different values in each dimension, which depends on
the order of the SFC approximation, namely the k factor of the curve. In general, the length of the
produced key depends on the number of the dimensions and the approximation level of the curve.
The number of different values in each dimension depends on the k factor. Since the length of the
produced key should be predefined, the k factor would be predefined as well and therefore the
number of different values in each dimension. We are going to use a high approximation of the SFC in
order the representation of numerous values to be allowed. However, further investigation may be
needed in case that the possible values of an attribute are disproportional to the values in the others
indexed attributes.

Moreover, in DHT-based systems, the even distribution of load among nodes is critical for their
performance. Traditional DHT systems deal with this problem by using a hash function in order to
achieve random generation of keys. The random hashing of nodes means that each node is
responsible for just a small interval of the address space (between itself and the next node), while the
random mapping of items means that roughly the same number of item gets Ids belonging to the
interval of the address space owned by each node. On the other hand, the multidimensional indexing
with SFCs aims to preserve locality. This feature along with the heterogeneity of nodes in terms of
storage capacity and bandwidth will probably be a negative impact in the load distribution and it will
be taken under consideration.

4.

Data transfer Layer

The purpose of this layer is to provide a data transfer mechanism that effectively deals with large file
uploads and downloads, even when numerous requests rely on a single data source, maximizing
bandwidth utilization. The proposed solution, GridTorrent, constitutes a decentralized approach that,
unlike GridFTP, takes advantage of an incentive-sharing policy to boost aggregate transfer
throughput. This section provides a short description of the GridFTP and the BitTorrent protocols,
upon which the proposed mechanism is based, along with a thorough presentation of the design and
current implementation status of GridTorrent.

4.1. GridFTP
GridFTP, a protocol defined by the Global Grid Forum, constitutes a fundamental building block of the
Data Grid architecture, addressing the issue of data transfer among grid nodes. Modern Grid
middleware distributions like the Globus Toolkit include the GridFTP service, as it has become an
integral part of the Grid infrastructure. It extends the standard FTP protocol by introducing features
like Grid Security Infrastructure (GSI) and third-party control of data transfer. The later provides the
ability to a user or an application at one site to initiate, monitor and control a data transfer operation
between two other “parties”, the source and destination sites for the data transfer. This is achieved
through the separation between the control and data channel. An additional extension supports both
manual setting and automatic negotiation of TCP buffer sizes, so as to optimize the transfer of large
files and large sets of small files.
However, the techniques adopted by the Grid community over the past years in this direction have
evolved significantly. The most widespread solution currently deployed on the Grid, is the Globus
Striped GridFTP protocol [3], included in the current release of the Globus Toolkit 4 [2]. The new
features added to GridFTP enable transfer of data striped or interleaved across multiple servers,
partial file transfer, meaning transfer of file portions rather than the complete file and parallel data
transfer using multiple TCP streams in parallel, not only between a single source and destination, but
also between each of the multiple servers participating in a striped transfer.
Even so, the GridFTP protocol is based on the client – server model, inflicting all the undesirable
characteristics of centralized techniques, such as server overload, the existence of a single point of
failure and the inability to cope with flash crowds. However, the Replica Location Service can be
exploited to optimize the data movement services. Through replica-aware algorithms, data movement
services can take advantage of multiple replicas to boost aggregate transfer throughput. We argue
that the centralized approach used may reach its limits, when the number of potential downloaders
and the volume of data increase in several orders of magnitude (e.g., flush crowds).

4.2. The BitTorrent Protocol
BitTorrent [1] is a peer-to-peer protocol that allows clients to download files from multiple sources
while uploading them to other users at the same time, rather than obtaining them from a central
server. This cooperative and reciprocally altruistic strategy is termed in the bibliography as “tit-for-tat”
policy. Its goal is to minimize download time for large, popular files and reduce the load on servers
that serve these files as well.
The BitTorrent scenario is depicted in Figure 14. Prior to distribution, a file is divided in chunks, called
pieces, typically of 256kB each. Each piece is further divided into multiple blocks, usually 32kB each.
Clients can exploit this fragmentation by simultaneously downloading blocks from many sources. For
integrity reasons, imposed by this extended fragmentation, a hash is kept for every piece. This
information, along with other, file-related information like file size, is stored in a metainfo file, created
by the content provider and identified by the extension “.torrent”.
At bootstrap, a client first retrieves the metainfo file, usually from a well known web site, and extracts
the fragmentation policy and the URL of the tracker. The tracker service is responsible for holding
information concerning the peers involved in a file transaction. Upon connection to the corresponding
tracker, the client receives a random list of peers that are currently downloading or uploading the file.
Peers can be in two states, either the seed state, when they already possess the whole file and they
are just serving pieces of the content or the leecher state, i.e., they are still downloading pieces. From

that point on, the client is responsible to establish connections to those peers and decide all the data
movements based on local information.

4.2.1. Piece Selection Strategy
Upon establishing a new connection, the first message transmitted by the peer attempting to
download from a remote peer is the handshake message, which contains information required to
initiate a connection, like the protocol name, the hash that identifies the file in question and the
unique peer identifier (to avoid duplicate connections). The remote peer responds and the connection
is established.
After the handshake has taken place, the involved peers exchange bitfield messages, informing one
another of the pieces they possess. Based on this information, each peer constructs and maintains a
list with the pieces each connected peer has, and forms a set of rarest pieces based on the number of
their copies. This list is updated every time a have message is received. This type of message is sent
by a peer each time a piece is obtained, notifying its neighbors of its new acquisition. The set formed
this way enables peers to apply a local rarest-first policy when selecting the next piece to request, in
order to improve availability and ensure uniform distribution of the pieces. After having determined
the piece to request, the peer issues a request message for a specific block inside the piece to the
peer that obtains it and waits to receive the actual block, wrapped as a piece message.

4.2.2. Peer Selection Policy
The effectiveness of BitTorrent relies on its built-in incentive mechanism, the choking algorithm. It is
essentially a peer selection algorithm that poses a limit on the number of concurrent uploads, typically
set to 4, and gives priority to the peers with the best upload rates. Once per rechoke period, typically
every 10 seconds, each peer recalculates the upload rates of its neighbors and decides which peers to
“choke” and which to “unchoke”, meaning which peers to upload to for the duration of that period.
More specifically, the peer orders all leechers according to their upload rate to the local peer. The local
peer takes into account only the peers that are interested in a piece that the local peer has, and
additionally, it ignores leechers that have not sent any data in the last 30 seconds, considering itself
snubbed. The peer then unchokes the N fastest uploaders through a regular unchoke, and chokes all
the rest. Thus, the protocol avoids free-riders, namely peers that download without contributing to the
system, since such peers will be choked by others.
Furthermore, an additional peer is randomly unchoked once every third rechoke period, by means of
an optimistic unchoke. Optimistic unchokes serve two purposes. They allow continuous evaluation of
the upload contributions of all peers in the peer ser, in an effort to discover better partners. They also
enable new peers that do not have any pieces yet to bootstrap into the torrent by giving them some
first pieces without requiring reciprocation.

Figure 14 BitTorrent scenario.

4.2.3. BitTorrent Messages
During a file download, peers communicate with each other via the exchange of messages. All
messages in the protocol take the form of <length prefix><message ID><payload>. The length
prefix is a four byte big-endian value. The message ID is a single decimal character. The payload is
message dependent.
1. keep-alive: <len=0000>
The keep-alive message is a message with zero bytes, specified with the length prefix set to zero.
There is no message ID and no payload. Peers may close a connection if they receive no messages
(keep-alive or any other message) for a certain period of time, so a keep-alive message must be
sent to maintain the connection alive if no commands have been sent for a given amount of time. This
amount of time is generally two minutes.
2. choke: <len=0001><id=0>
The choke message is fixed-length and has no payload.
3. unchoke: <len=0001><id=1>
The unchoke message is fixed-length and has no payload.
4. interested: <len=0001><id=2>
The interested message is fixed-length and has no payload.
5. not interested: <len=0001><id=3>
The not interested message is fixed-length and has no payload.
6. have: <len=0005><id=4><piece index>
The have message is fixed length. The payload is the zero-based index of a piece that has just been
successfully downloaded and verified via the hash.
7. bitfield: <len=0001+X><id=5><bitfield>

The bitfield message may only be sent immediately after the handshaking sequence is completed,
and before any other messages are sent. It is optional, and need not be sent if a client has no pieces.
The bitfield message has variable length, where X is the length of the bitfield. The payload is a
bitfield representing the pieces that have been successfully downloaded. The high bit in the first byte
corresponds to piece index 0. Bits that are cleared indicate a missing piece, and set bits indicate a
valid and available piece. Spare bits at the end are set to zero.
8. request: <len=0013><id=6><index><begin><length>
The request message is fixed length, and is used to request a block. The payload contains the
following information:
index: integer specifying the zero-based piece index
begin: integer specifying the zero-based byte offset within the piece
length: integer specifying the requested length.
9. piece: <len=0009+X><id=7><index><begin><block>
The piece message is variable length, where X is the length of the block. The payload contains the
following information:
index: integer specifying the zero-based piece index
begin: integer specifying the zero-based byte offset within the piece
block: block of data, which is a subset of the piece specified by index.
10. cancel: <len=0013><id<=8><index><begin><length>
The cancel message is fixed length, and is used to cancel block requests. The payload is identical to
that of the "request" message. It is typically used during "End Game" (see the Algorithms section
below).
11. port: <len=0003><id=9><listen-port>
The port message is sent by newer versions of BitTorrent that implement a DHT tracker. The listen
port is the port this peer's DHT node is listening on. This peer should be inserted in the local routing
table (if DHT tracker is supported).

4.2.4. Protocol Extensions
At this point, we mention some official protocol extensions included in the official BitTorrent client.
Endgame Mode
When a download is almost complete, there's a tendency for the last few blocks to trickle in slowly. To
overcome this issue, the client sends requests for all of its missing blocks to all of its neighbor peers.
To avoid inefficiency, the client also sends a cancel message to everyone else each time a block
arrives.
Anti-snubbing
Sometimes, a peer happens to get choked by all peers it was formerly downloading from. In such
cases, it achieves poor download rates until the optimistic unchoke finds better peers. To mitigate this
issue, the peer assumes it is snubbed by a peer, when a minute goes by without getting any piece
data by that peer. When a peer assumes itself snubbed by another, it refuses to upload to it, unless it
is an optimistic unchoke. This results in more than one optimistic unchokes, which offer the snubbed
peer more chances of recovering the download rate.
“Trackerless” BitTorrent
The latest version of the BitTorrent client replaces the tracker service with a Distributed Hash Table
(DHT) for dynamically locating the peers that participate in a file transaction. A peer implementing this

protocol becomes a "tracker" and stores lists of other nodes/peers which can be used to locate new
peers.

4.3. GridTorrent
In the context of the GREDIA project, file transfers will be conducted using GridTorrent, a gridenabled, Peer-to-Peer mechanism that allows the aggregate data transfer throughput to escalate and
effectively copes with flash crowds. After presenting the architectural overview of the mechanism, we
delve into the details of the algorithm and the implementation.

4.3.1. Overview
GridTorrent is an implementation of the popular BitTorrent protocol, designed to interface and
integrate with well-defined and deployed Data Grid components and protocols (e.g. GridFTP, RLS).
Just like BitTorrent, GridTorrent is based on peer-to-peer techniques that allow clients to download
files from multiple sources while uploading them to other users at the same time. By dividing files into
pieces and blocks, GridTorrent can combine the best out of the two protocols:
•

It exploits BitTorrent's piece selection strategy and its built-in incentive mechanism, thus providing
an optimized data transfer service.

•

It takes advantage of the striped version of GridFTP protocol, as it has the ability to directly
communicate with GridFTP servers, thus being backwards compatible.

In short, GridTorrent works as follows (Figure 15): A request to GridTorrent for a file triggers a query
to the Distributed Replica Location Service. This procedure is repeated periodically, in order to detect
any changes in the locations of file replicas or of any joins or departures of nodes. The file can be
located in GridFTP servers or GridTorrent seeds or leechers, following the BitTorrent terminology. This
is indicated by the prefix of the file’s PFN, which reveals the supported protocol. For GridTorrent
peers, the file urls stored in the DRLS are of the following form:
gtp://site.fully.qualified.domain.name/path/to/file
One advantage of the proposed modification is the use of already implemented features to model our
solution, preserving the backwards compatibility of the existing Grid Architecture. The extra data
stored in the DRLS are by default ignored by existing applications that cannot recognize it. If an
application cannot translate the GridTorrent URL, it will simply ignore the corresponding replica.
Upon receiving the list of peers, GridTorrent acts according to the protocol prefix of the PFN. If it
concerns a GridTorrent client, the two involved peers initiate communication following the BitTorrent
protocol specifications. In case the remote peer is a GridFTP server, the local peer considers it a seed
and moreover does not need to exchange BitTorrent messages. As for the downloading technique, the
client issues a GridFTP partial get message for the data within the specific block it intends to
download, determined by the local rarest-first piece selection policy.
Another significant feature is that GridTorrent is fully compliant with Grid Security Infrastructure (GSI).
The user is offered the possibility to choose the security level of his transfers, by defining whether he
requires or not user authentication, integrity check or data encryption.

Figure 15 GridTorrent scenario.

4.3.2. Design
The fundamental components of the GridTorrent mechanism are the following:
The RLSManager, a component that communicates with the Distributed Replica Location Service
layer to acquire required information. After contacting the DRLS component, it receives some
information concerning the file, namely the file size, the piece size and a string with the concatenation
of the piece hashes. Dividing the file size with the piece size, the program calculates the number of
pieces the file is divided in. The hashing of the pieces is performed using the SHA1 coding, resulting in
20 bytes long hashes. Thus, to find the hash of piece i, the program reads 20 bytes with offset i*20.
Finally it receives the list of peers currently participating in a file transaction and passes it to the
PeerManager.
The PeerManager is the component that handles all the communication with other GridTorrent or
GridFTP enabled peers. It is the core component that establishes connections with other peers,
designates the peer and piece selection strategies and manages all open connections.
The DiskManager manages all disk I/O for storing and retrieving files. The DiskManager is also
responsible for verifying the correctness of the file by comparing the SHA1 of each downloaded piece
against the SHA1 provided by the DRLS.
The GTPConnection represents the peer in its transactions with a specific GridTorrent peer. It is a
thread created by the ConnectionManager upon connecting to a remote peer following the GridTorrent
protocol. This thread handles the communication with the remote peer, including handshake and
exchange of BitTorrent messages. In case the remote peer is a GridFTP server, the thread triggered is
the GFTPConnection, whose responsibility is to issue partial GridFTP messages and receive the
blocks sent by the GridFTP server. So, finally, the ConnectionManager handles as many
GTPConnection and GTFPConnection threads as the number of open connections to GridTorrent or
GridFTP peers respectively.
The Server class is the class that implements the “server” side of the P2P mechanism: The peer is
listening for new connections in a predefined port, typically form 6881 to 6889. Any new connection is
passed to the Connection Manager.

4.3.3. Deployment of the Extended Grid Security Infrastructure
In order guarantee security within the GREDIA environment, our data transfer mechanism must
implement the GREDIA eXtended Grid Security Infrastructure component (XGSI). Only authenticated
users should be considered trustworthy of serving or downloading a file fragment, and encryption
should be provided for the transfer of sensitive banking information. For the time being, GridFTP

deploys the standard GSI mechanisms, in terms of authentication, integrity and encryption. A java
TCP socket is created and wrapped, along with the host credentials, as a grid-enabled socket. This is
performed when the plain socket passes through the createSocket method of the
GssSocketFactory of the globus GSI API. Thus, an appropriate socket is created, with respect to
the input parameters that enable encryption, message integrity, peer authentication or nothing at all,
according to the user’s preferences.
A prerequisite is of course the existence of a valid grid host certificate, which is necessary for the
authentication of the peer attempting to share files.

4.3.4. Parameter Configuration
The basic parameters of the GridTorrent protocol that have a great impact on the performance and
efficiency of the data transfer mechanism are the following:
Piece size: For the piece size, one must find the golden section between CPU and memory
consumption, and content propagation. When a piece size is small, more computational power is
needed for integrity check and more memory is necessary since the system maintains information for
each piece. Nevertheless, small pieces lead to a more efficient application of the tit-for-tat policy. In
our system, given that the files manipulated by the GREDIA platform are mainly multimedia files, the
piece size is chosen to be 256kB.
Block size: The block size plays a critical role in the system performance. A small block leaves more
room for parallelization, but introduces larger overhead due to the extended number of BitTorrent
messages needed, in order to orchestrate the download. On the other hand, large blocks minimize the
overhead, whilst reducing the grade of parallelization and the potential of fully exploiting the
bandwidth capacity. In our mechanism, the block size will be 32kB.
Number of concurrent uploads: This parameter is closely related to the upload capacity of each
participating peer. Obviously a news agency server has the ability to serve more concurrent uploads
than a mobile phone. Thus this parameter is configured according to the capabilities of the network
and of the device.
Maximum requests queued: A large queue accelerates the request procedure, as the peer does not
have to wait to determine the next block to download, and thus does not waste time and bandwidth.
Long queues, on the other hand, could potentially “trap” requests for blocks from slow serving peers,
since an already requested block cannot be requested twice, unless the first request is canceled. The
value chosen for our system is 4.
Maximum number of peer connections: The maximum number of peer connections is determined by
the download capacity of a peer. Typically it is set to 40.
Choking period: This parameter is set to 10 seconds, which is considered to be enough for a peer with
average bandwidth capacity to download at least one block.
Optimistic Unchoking period: Its value is 30 seconds, 3 times the choking period, in order to allow the
peer unchoked optimistically to obtain one or more pieces and improve its chances to be selected as a
regular unchoke.
Upload and Download statistic period: The refresh period for upload and download statistics should be
small enough to capture changes in the system, but not so small to allow a transient change to
tumble the system. In our system, the period is set equal to the optimistic unchoking period.

4.3.5. Implementation
Our GridTorrent prototype implementation is entirely written in Java 1.5. The GridTorrent client has
bindings with Globus Toolkit 4 libraries (Java CoG kit 4, [4]) and exploits the Grid Security
Infrastructure API, the GridFTP client API and the Replica Location Service API.

4.3.6. Preliminary Results
Although GridTorrent is evolving work, preliminary experiment results indicate notable improvement in
the average transfer rate for large data files in WAN network conditions. Figure 16 summarizes these
results, presenting the minimum, maximum and average completion time in seconds when distributing
a file to a constant set of nodes. More precisely, having a GridFTP server running on a node, we
invoked concurrent file transfers to 16 client nodes of our testbed, first using GridFTP and then using
GridTorrent, and measured the total completion time. This experiment was conducted for file sizes
varying from 16 MB to 512 MB.

Figure 16 Minimum, maximum and average time required for 16 independent
downloaders to transfer a file using either GridFTP or GridTorrent.

5.

Grid Middleware Services

5.1. Overview
In this chapter we describe the service-oriented approach that has been implemented for the
purposes of the project. In order to support interoperability, a set of Grid Services has been developed
and its interface has been provided to the involving parties. During the service development phase,
we have used the Eclipse Framework with the Grid Development Tools Plugin (Mage).
The services that were created, according to the system architecture, are mainly two: The Data
Service and the Metadata service. Each one interacts with the corresponding middleware layer: the
Data Storage and the metadata storage overlay, as it is depicted in Figure 2.
These services provide an interface to other Gredia components to interact with the Data middleware.
Our WSRF approach gives us the opportunity to provide a generic and simple WSDL described API to
other gredia components that hides the complexity of the underlying middleware.

5.2. Implementation Issues
We are currently under development of the final prototype, and as of this, the underlying overlays are
not completed yet. To facilitate integration, the created services were developed with dummy
implementations. The implementation of the communication between the client and the server
component using XML SOAP over HTTPS messages has been completed.
The data client component can actually invoke file transfers (uploads/downloads) using the provided
API of the DataService. What is more, we provide both synchronous and asynchronous APIs for file
transfers, as these may be time-consuming operations, and may block the execution of the client
code. We are currently using GridFTP on the client side to perform file transfers, but this will be
replaced with GridTorrent at the final prototype, in a seamless way. After a successful file upload, the
DataService returns a unique id of the uploaded file to the client. This id is currently created using an
SQL database, until the implementation of the hashing mechanism of the DRLS peer to peer overlay
has been completed.
Similarly, the metadata client component can invoke operations at the “dummy” metadata overlay.
The search and saveMetaData operations that were described in the D2.1 deliverable have been
implemented. What is more, the MetaDataService performs an XML Validation on the metadata
provided by the client, to ensure its compliance with the XSD schema that was defined in the D2.1.

5.3. Package Overview
In this section we give a brief description of the implemented middleware packages.
Package Name

Package Classes
Data

gredia

MetaData
DbUtils
MetaDataUtils
CustomDataClient

Gredia.client

DataClient
DataTransfer
MetaDataClient

Gredia.impl

DataNamespaces
DataResource

Description
Contains general purpose helper
classes, along with the interface of
the Data and MetaDataService. This
interface is used by the Java2WSDL
Axis plugin to create the WSDL files.
Implementation of Apache Axis clients
for the Data and MetaData service.
We have developed Java classes for
proof of concept, but the client can be
language independent.
Actual implementation of the
DataService/DataResource and
MetaDataService/MetaDataResource

Package Name

Package Classes
DataResourceHome
DataService

Description
pairs. Contains the actions taken by
the server during client invocations.

MetaDataNamespaces
MetaDataResource
MetaDataResourceHome
MetaDataService
CreateResource
CreateResourceResponse
DataPortType
Gredia.dataService.st
ubs

Java classes that are wrappers of the
XML SOAP stub messages that are
exchanged between the server and
the client during dataService calls.

DataResourceProperties
GetData
GetDataResponse
SaveData
SaveDataResponse

Gredia.dataService.st
ubs.bindings

Gredia.dataService.st
ubs.service

DataPortTypeSOAPBindingStub

Implementation of a class for creation
of dataPortType XML SOAP stub
messages.

DataService

Classes that control the lifecycle of a
DataService/DataResource pair.

DataServiceAddressing
DataServiceAddressingLocator
DataServiceLocator
CreateResource
CreateResourceResponse
MetaDataPortType

Gredia.metaDataSer
vice.stubs

MetaDataResourceProperties

Java classes that are wrappers of the
XML SOAP stub messages that are
exchanged between the server and
the client during metaDataService
calls.

SaveMetaData
SaveMetaDataResponse
Search
SearchResponse

Gredia.metaDataSer
vice.stubs.bindings

Gredia.metaDataSer
vice.stubs.service

MetaDataPortTypeSOAPBinding
Stub

Implementation of a class for creation
of metaDataPortType XML SOAP stub
messages.

MetaDataService

Classes that control the lifecycle of a
MetaDataService/MetaDataResource
pair.

MetaDataServiceAddressing
MetaDataServiceAddressingLoca
tor
MetaDataServiceLocator

5.4. Package classes
In this section we provide a detailed description of the implemented java classes.

5.4.1. Package name : gredia
Class Data

Here the main operations of the DataService
Plugin to create the appropriate WSDL files.

are defined. This class is used by the Mage

Method Detail

saveData
Parameters:
fileUrl Returns:
the unique id created by the Data overlay

getData
Parameters:
currentId Returns:
the url of the requested file

public class DbUtils extends java.lang.Object
A helper class for database access. This will be replaced in the final prototype with the
class to access the RDLS peer to peer overlay.

Constructor Summary
DbUtils()
DbUtils(java.lang.String
Host,
java.lang.String Password)

java.lang.String

Database,

Method Detail
public java.lang.String saveUrl(java.lang.String fileUrl)
Parameters:
fileUrl Returns:
a unique id of the stored file

public java.lang.String getUrlFromUid(int uid)
Parameters:
uid Returns:
The url of the file for download

Class MetaData

java.lang.String

Username,

Method Detail

saveMetaData
This method validates the client provided xml metadata against the xml schema, and if it is
compliant, it inserts them in the metadata overlay

Parameters:
xmlMetadata -

search
This method performs a search in the metadata overlay. The query is given by the user in an
XML form, and the results are returned in an XML document
Parameters:
xmlQuery -

public class MetaDataUtils extends java.lang.Object
Helper class that contains methods to validate xml against xsd definitions

Method Detail
public static void validateMetaData(org.w3c.dom.Document metadata)
throws org.xml.sax.SAXException,
java.io.IOException
Parameters:
metadata -

5.4.2. package name : Gredia.client
public class CustomDataClient extends java.lang.Object
This is the main client class to access the WSRF enabled Data Server. It provides the basic
put/get primitives for file operations The DataClient class is used to perform get/put
operations with the RDLS and the GridFtpClient class is used to make the actual transfer

Constructor Summary
CustomDataClient(java.lang.String hostName)
This constructor takes as a parameter the FQDN of the Data Server

Method Detail

public java.lang.String getNewId()
When the user that wants to upload a file uses the getRemoteStream method to upload a
file, a unique Id of the uploaded file is created. this is the method that the user must call
immediately after the upload, to get the created Id
Returns:
the newId

public java.io.InputStream getRemoteStreamForReading(int currentId)

Returns an Input stream to the local file system of the user that wants to download a file
from the Data Server. This method is preferred for large file downloads, as it does not block
the code execution.
Parameters:
currentId - The unique Id of the file the user wants to download
Returns:

public java.io.OutputStream getRemoteStreamForWriting(java.lang.String localFilePath)
This method is used to upload a file in a data Server where the user wants to upload a
file. This method is prefered for large file uploads, as it does not block the code execution.
Parameters:
localFilePath - The location of the file for upload in the client file system
Returns:
an Output stream to the remote file system of the Data Server

public java.lang.String getHostName()

public java.lang.String saveData(java.lang.String localFilePath)
throws java.rmi.RemoteException
The basic put primitive used to upload a file in the data server. This method is
synchronous, that is, it blocks the code execution until the data is uploaded. It should not
be used for large file transfers.
Parameters:
localFilePath - the location in the users file system of the file for upload
Returns:
the unique id obtained by the rdls for the specific file that was uploaded
Throws:
java.rmi.RemoteException - in case of error

public java.lang.String getData(int currentId,
java.lang.String destFilePath)
The basic Get primitive used to download a file from the remote data server to the user's
file system
Parameters:
currentId - the unique id of the file, which is used by the RDLS to find the actual
location of the remote file
destFilePath - the location in the users file system of the file for download
Returns:
the actual url of the remote file for upload
Throws:
java.rmi.RemoteException

public class DataClient extends java.lang.Object implements DataNamespaces
The client class that interacts with the DataService. This class can also be implemented using
different language, as long as it complies with the WSRF model.
Constructor Summary
DataClient(EndpointReferenceType epr, boolean useSecurity)
DataClient(java.lang.String instanceURI, boolean useSecurity)

Method Detail
public DataPortType getPort(java.lang.String instanceURI,

Throws:
MalformedURIException
ServiceException
java.rmi.RemoteException

public java.lang.String saveData(java.lang.String fileUrl)
Parameters:
fileUrl Throws:
java.rmi.RemoteException

public java.lang.String getData(int currentId)
Parameters:
currentId Throws:
java.rmi.RemoteException

public
org.oasis.wsrf.properties.GetResourcePropertyResponse
getResourceProperty(javax.xml.namespace.QName getResourcePropertyRequest)
Throws:
org.oasis.wsrf.properties.InvalidResourcePropertyQNameFaultType
org.oasis.wsrf.properties.ResourceUnknownFaultType
java.rmi.RemoteException

public void writeEPRtoFile(java.lang.String eprFilename)
Throws:
SerializationException
java.io.IOException

public static EndpointReferenceType readEPRfromFile(java.lang.String eprFilename)
Throws:
DeserializationException
java.io.IOException

public class DataTransfer extends java.lang.Object
This class provides a wrapper for the client application to access the data transfer layer. In
the current prototype, the protocol that is used is the GridFtp protocol. In the next release
of the middleware this will be replaced by the gridtorrent protocol. The purpose of this class
is
to
provide
basic
synchronous
and
asynchronous
api
methods
to
perform
file
uploads/downloads. The exposed interface of this class will remain the same, only the
underlying mechanism will change at the next version of the middleware

Constructor Summary
DataTransfer(java.lang.String remoteHost)
Method Detail

public java.io.InputStream getRemoteStreamForReading(java.lang.String remoteFileUrl)
Parameters:
remoteFileUrl -

Throws:
ClientException
ServerException
java.io.IOException

public java.io.OutputStream getRemoteStreamForWriting(java.lang.String localFilePath)
Parameters:
localFilePath Throws:
ServerException
ClientException
java.io.IOException

public void get(java.lang.String remoteFileUrl,
java.lang.String destFilePath)
Parameters:
remoteFileUrl destFilePath -

public void put(java.lang.String localFilePath)
Parameters:
localFilePath -

public class MetaDataClient extends java.lang.Object implements MetaDataNamespaces
Constructor Summary
MetaDataClient(EndpointReferenceType epr, boolean useSecurity)
MetaDataClient(java.lang.String instanceURI, boolean useSecurity)

Method Detail
public MetaDataPortType getPort(java.lang.String instanceURI,
boolean useSecurity)
Throws:
MalformedURIException
ServiceException
java.rmi.RemoteException

public void saveMetaData(org.w3c.dom.Document xmlMetadata)
Throws:
java.rmi.RemoteException

public org.w3c.dom.Document search(org.w3c.dom.Document xmlQuery)
Throws:
java.rmi.RemoteException

public
org.oasis.wsrf.properties.GetResourcePropertyResponse
getResourceProperty(javax.xml.namespace.QName getResourcePropertyRequest)
Throws:
org.oasis.wsrf.properties.InvalidResourcePropertyQNameFaultType

org.oasis.wsrf.properties.ResourceUnknownFaultType
java.rmi.RemoteException

public void writeEPRtoFile(java.lang.String eprFilename)
Throws:
SerializationException
java.io.IOException

public static EndpointReferenceType readEPRfromFile(java.lang.String eprFilename)
Throws:
DeserializationException
java.io.IOException

5.4.3. package Gredia.impl
public class DataResource extends java.lang.Object implements DataNamespaces
This class is actually an implementation of the Resource interface.

Method Summary
java.lang.Object

Data

create()

getAnnotatedService()

java.lang.Object

getID()

ResourcePropertySet

getResourcePropertySet()

ResourceSecurityDescriptor

void

getSecurityDescriptor()

initialize()

public class DataResourceHome extends ResourceHomeImpl
This class extends the general class ResourceHomeImpl. Only this class can create DataResource
instances (something like a FactoryService). After the creation of the instance, a ResourceKey
is returned identifying this specific instance.

Method Summary
ResourceKey

create()

public class DataService extends java.lang.Object
This class contains the actual server-side implementation of the Data Service. It is WSRF
compliant, that is, it complies with the service/resource model. This class implements the
actions taken by the server during client side invocation. Following the SOAP model, method
invocations and return values are exchanged between the server and the client using XML SOAP
messages that are wrapped between java classes. These classes are contained in the
gredia.dataService.stubs package.

Method Detail

public CreateResourceResponse createResource(CreateResource request)

This method contains the server side code that is executed after a client service
invocation. A DataResource is created, and the associated resourceKey is returned to the
client.
The
DataResource
is
created
using
the
DataResourceHome
class.
Only
the
DataResourceHome class can create instances of the DataResource class. These instances have
different resourceKeys, so there can exist multiple resources created by different clients or
services.

Parameters:
request Throws:
java.rmi.RemoteException

public SaveDataResponse saveData(SaveData complexType)
This method contains the action taken by the server in a saveData call. Right now, a call
to a database is being made to get a unique id for the file for upload. In the final version,
the DRLS peer to peer is going to be used to get this unique id.
Throws:
java.rmi.RemoteException

public GetDataResponse getData(GetData complexType)
This method contains the action taken by the server in a getData call. Right now, a call
to a database is being made to get the URL that is mapped with the provided unique ID. In the
final version, the DRLS peer to peer is going to be queried to get this unique id.
Throws:
java.rmi.RemoteException

public class MetaDataResource extends java.lang.Object implements MetaDataNamespaces
This class is actually an implementation of the Resource interface.

Method Summary
java.lang.Object

create()

MetaData

getAnnotatedService()

java.lang.Object

getID()

ResourcePropertySet

getResourcePropertySet()

ResourceSecurityDescriptor
void

getSecurityDescriptor()

initialize()

public class MetaDataResourceHome extends ResourceHomeImpl
This class extends the general class ResourceHomeImpl. Only this class can create
MetaDataResource instances (something like a FactoryService). After the creation of the
instance, a ResourceKey is returned identifying this specific instance.

Method Summary
ResourceKey

create()

public class MetaDataService extends java.lang.Object
This class contains the actual server-side implementation of the MetaData Service. It is WSRF
compliant, that is, it complies with the service/resource model. This class implements the
actions taken by the server during client side invocation. Following the SOAP model, method
invocations and return values are exchanged between the server and the client using XML SOAP
messages that are wrapped between java classes. These classes are contained in the

gredia.metaDataService.stubs package. This class is similar to the DataService class, so we
will only summarize the implemented methods.

Method Summary
CreateResourceResponse

createResource(CreateResource request)

SaveMetaDataResponse saveMetaData(SaveMetaData complexType)
SearchResponse

search(Search complexType)

public interface MetaDataNamespaces
Here we define the xml namespaces that are used during client/server comunication with XMLSOAP messages
Field Summary
static javax.xml.namespace.QName

KEY

static javax.xml.namespace.QName

RESOURCE_PROPERTIES

static javax.xml.namespace.QName

RESOURCE_REFERENCE

static javax.xml.namespace.QName

RP_SET

public interface DataNamespaces
Here we define the xml namespaces that are used during client/server comunication with XMLSOAP messages
Field Summary
static javax.xml.namespace.QName

KEY

static javax.xml.namespace.QName

RESOURCE_PROPERTIES

static javax.xml.namespace.QName

RESOURCE_REFERENCE

static javax.xml.namespace.QName

RP_SET

5.4.4. package Gredia.dataService.stubs
public class CreateResource extends java.lang.Object implements java.io.Serializable
This class is automatically generated using the WSDL file of the Data Service. It is a java
wrapper class of the SOAP message stub that the client must send to the DataService to create
a DataResource instance that is bounded to this service (following the service/resource model)
An instance of this class is a "CreateResource" SOAP message that the client sends to the
server to instanciate a DataResource. The server responds with a CreateResourceResponse SOAP
Message when it successfully creates this service/resource pair.

public class CreateResourceResponse extends java.lang.Object implements java.io.Serializable
This class is a java wrapper class of the server CreateResourceResponse SOAP Message when it
successfully creates this service/resource pair after a client request.

public class DataResourceProperties extends java.lang.Object implements java.io.Serializable
Java wrapper of a SOAP message that is returned after a getDataResourceProperties request.

public class GetData extends java.lang.Object implements java.io.Serializable
This class is automatically generated using the WSDL file of the Data Service. It is a java
wrapper class of the SOAP message that the client must send to get the URL of a file for
download given its unique id number. An instance of this class is a "GetData" SOAP message
that is exchanged between the client and the server during a GetData client call. The server
responds with a GetDataResponse SOAP Message

public class GetDataResponse extends java.lang.Object implements java.io.Serializable
This class is automatically generated using the WSDL file of the Data Service. It is a java
wrapper class of the SOAP message that the server sends in response to a GetData message by

the client. An instance of this class is a "GetDataResonse" message that is exchanged between
the client and the server during a GetData client call. This SOAP message encapsulates the
file url that matches the id given by the client.

public class SaveData extends java.lang.Object implements java.io.Serializable
This class is automatically generated using the WSDL file of the Data Service. It is a java
wrapper class of the SOAP message that the client must send to inform the server for a file
upload. It takes as a parameter the file name of the local client file. An instance of this
class is a "SaveData" message that the client sends to the server to invoke a saveData
operation

public class SaveDataResponse extends java.lang.Object implements java.io.Serializable
This class is automatically generated using the WSDL file of the Data Service. It is a java
wrapper class of the SOAP message that the server sends in response to a SaveData message by
the client. An instance of this class is a "SaveDataResonse" message that is exchanged between
the client and the server during a SaveData client call. This SOAP message encapsulates the
server created unique identifier of the uploaded file.

5.4.5. Package gredia.dataService.stubs.bindings
public class
DataPortType

DataPortTypeSOAPBindingStub

extends

org.apache.axis.client.Stub

implements

A wrapper of a DataPortType SOAP message. With this class, DataPortType SOAP messages are
created and used by the DataClient class to manipulate DataService/DataResource instances,
according to the allowed operations described in the WSDL file

Constructor Summary
DataPortTypeSOAPBindingStub()
DataPortTypeSOAPBindingStub(javax.xml.rpc.Service service)
DataPortTypeSOAPBindingStub(java.net.URL endpointURL, javax.xml.rpc.Service service)

Method Summary
CreateResourceResponse

createResource(CreateResource parameter)

GetDataResponse

getData(GetData parameters)

org.oasis.wsrf.properties.GetResourcePropertyResponse
getResourceProperty(javax.xml.namespace.QName getResourcePropertyRequest)

SaveDataResponse

saveData(SaveData parameters)

5.4.6. Package gredia.dataService.stubs.service
public
class
DataServiceAddressingLocator
DataServiceAddressing

extends

DataServiceLocator

implements

This class extends DataServiceLocator. This class is used by the DataClient to get a
DataPortType
java
object
from
which
it
can
interact
with
an
instance
of
a
DataService/DataResource Pair. In the getDataPortType method, the client must provide the
EndPointReference (EPR) which uniquely identifies the service/resource pair. If the provided
EPR does not correspond to an existing instance, a new is created and returned to the client.
A getDataPortTypePort call to the super class DataServiceLocator is being made (an instance of
this super class exists in the server side).

Method Summary

DataPortType
reference)

getDataPortTypePort(org.apache.axis.message.addressing.EndpointReferenceType

public class DataServiceLocator extends org.apache.axis.client.Service implements DataService
This server side class is used to create instances of DataPortType interface. The created
classes are instances of the DataPortTypeSOAPBindingStub class. These instances are returned
to the DataClient and are used to manipulate instances of the DataService/DataResource Pairs.

Constructor Summary
DataServiceLocator()
DataServiceLocator(org.apache.axis.EngineConfiguration config)
DataServiceLocator(java.lang.String wsdlLoc, javax.xml.namespace.QName sName)

Method Summary
DataPortType

getDataPortTypePort()

DataPortType

getDataPortTypePort(java.net.URL portAddress)

java.lang.String

getDataPortTypePortAddress()

java.lang.String

getDataPortTypePortWSDDServiceName()

java.rmi.Remote

getPort(java.lang.Class serviceEndpointInterface)

For the given interface, get the stub implementation.

java.rmi.Remote
getPort(javax.xml.namespace.QName
serviceEndpointInterface)

portName,

java.lang.Class

For the given interface, get the stub implementation.

java.util.Iterator

getPorts()

javax.xml.namespace.QName

getServiceName()

void

setDataPortTypePortEndpointAddress(java.lang.String address)

void

setDataPortTypePortWSDDServiceName(java.lang.String name)

void

setEndpointAddress(javax.xml.namespace.QName portName, java.lang.String address)
Set the endpoint address for the specified port name.

void

setEndpointAddress(java.lang.String portName, java.lang.String address)
Set the endpoint address for the specified port name.

The
packages
Gredia.metaDataService.stubs,
Gredia.metaDataService.stubs.bindings
and
Gredia.metaDataService.stubs.service are similar to the previously described packages, and are
used to manipulate instances of the MetaDataService/MetaDataResource pair.

5.5. WSDL definitions
5.5.1. Data.wsdl

Figure 17 DataService WSDL

<?xml version="1.0" encoding="UTF-8"?>
<wsdl:definitions
name="DataService"
targetNamespace="http://www.gredia.eu/Data"
xmlns="http://schemas.xmlsoap.org/wsdl/"
xmlns:apachesoap="http://xml.apache.org/xml-soap"
xmlns:impl="http://www.gredia.eu/Data"
xmlns:intf="http://www.gredia.eu/Data"
xmlns:tns="http://www.gredia.eu/Data"
xmlns:wsa="http://schemas.xmlsoap.org/ws/2004/03/addressing"
xmlns:wsdl="http://schemas.xmlsoap.org/wsdl/"
xmlns:wsdlpp="http://www.globus.org/namespaces/2004/10/WSDLPreprocessor"
xmlns:wsdlsoap="http://schemas.xmlsoap.org/wsdl/soap/"
xmlns:wsrp="http://docs.oasisopen.org/wsrf/2004/06/wsrf-WS-ResourceProperties-1.2-draft-01.xsd"
xmlns:wsrpw="http://docs.oasis-open.org/wsrf/2004/06/wsrf-WS-ResourceProperties-1.2-draft01.wsdl" xmlns:xsd="http://www.w3.org/2001/XMLSchema">
<wsdl:import
location="../../wsrf/properties/WS-ResourceProperties.wsdl"
namespace="http://docs.oasis-open.org/wsrf/2004/06/wsrf-WS-ResourceProperties-1.2-draft01.wsdl"/>
<!--WSDL created by Apache Axis version: 1.3
Built on Oct 05, 2005 (05:23:37 EDT)-->
<wsdl:types>
<schema
elementFormDefault="qualified"
targetNamespace="http://www.gredia.eu/Data"
xmlns="http://www.w3.org/2001/XMLSchema"
xmlns:rpns="http://docs.oasisopen.org/wsrf/2004/06/wsrf-WS-ResourceLifetime-1.2-draft-01.xsd"
xmlns:tns="http://www.gredia.eu/Data" xmlns:xsd="http://www.w3.org/2001/XMLSchema">
<xsd:import
namespace="http://schemas.xmlsoap.org/ws/2004/03/addressing"
schemaLocation="../../ws/addressing/WS-Addressing.xsd"/>
<element name="saveData">
<complexType>
<sequence>

<element name="fileUrl" type="xsd:string"/>
</sequence>
</complexType>
</element>
<element name="saveDataResponse">
<complexType>
<sequence>
<element name="saveDataReturn" type="xsd:string"/>
</sequence>
</complexType>
</element>
<element name="getData">
<complexType>
<sequence>
<element name="currentId" type="xsd:int"/>
</sequence>
</complexType>
</element>
<element name="getDataResponse">
<complexType>
<sequence>
<element name="getDataReturn" type="xsd:string"/>
</sequence>
</complexType>
</element>
<element name="createResource">
<complexType/>
</element>
<element name="createResourceResponse">
<complexType>
<sequence>
<element ref="wsa:EndpointReference"/>
</sequence>
</complexType>
</element>
<element name="DataResourceProperties">
<complexType>
<sequence/>
</complexType>
</element>
</schema>
</wsdl:types>
<wsdl:message name="getDataRequest">
<wsdl:part element="impl:getData" name="parameters"/>
</wsdl:message>
<wsdl:message name="getDataResponse">
<wsdl:part element="impl:getDataResponse" name="parameters"/>

</wsdl:message>
<wsdl:message name="saveDataRequest">
<wsdl:part element="impl:saveData" name="parameters"/>
</wsdl:message>
<wsdl:message name="saveDataResponse">
<wsdl:part element="impl:saveDataResponse" name="parameters"/>
</wsdl:message>
<wsdl:portType
name="DataPortType"
wsdlpp:extends="wsrpw:GetResourceProperty"
wsrp:ResourceProperties="tns:DataResourceProperties">
<wsdl:operation name="saveData">
<wsdl:input message="impl:saveDataRequest" name="saveDataRequest"/>
<wsdl:output message="impl:saveDataResponse" name="saveDataResponse"/>
</wsdl:operation>
<wsdl:operation name="getData">
<wsdl:input message="impl:getDataRequest" name="getDataRequest"/>
<wsdl:output message="impl:getDataResponse" name="getDataResponse"/>
</wsdl:operation>
<wsdl:operation name="createResource">
<wsdl:input message="impl:createResourceRequest" name="createResourceRequest"/>
<wsdl:output message="impl:createResourceResponse" name="createResourceResponse"/>
</wsdl:operation>
</wsdl:portType>
<wsdl:message name="createResourceRequest">
<wsdl:part element="impl:createResource" name="parameter"/>
</wsdl:message>
<wsdl:message name="createResourceResponse">
<part element="impl:createResourceResponse" name="parameter"/>
</wsdl:message>
</wsdl:definitions>

5.5.2. MetaData.wsdl

Figure 18 MetaData service WSDL
<?xml version="1.0" encoding="UTF-8"?>
<wsdl:definitions
name="MetaDataService"
targetNamespace="http://www.gredia.eu/MetaData"
xmlns="http://schemas.xmlsoap.org/wsdl/"
xmlns:apachesoap="http://xml.apache.org/xml-soap"
xmlns:impl="http://www.gredia.eu/MetaData"
xmlns:intf="http://www.gredia.eu/MetaData"
xmlns:tns="http://www.gredia.eu/MetaData"
xmlns:wsa="http://schemas.xmlsoap.org/ws/2004/03/addressing"
xmlns:wsdl="http://schemas.xmlsoap.org/wsdl/"
xmlns:wsdlpp="http://www.globus.org/namespaces/2004/10/WSDLPreprocessor"
xmlns:wsdlsoap="http://schemas.xmlsoap.org/wsdl/soap/"
xmlns:wsrp="http://docs.oasisopen.org/wsrf/2004/06/wsrf-WS-ResourceProperties-1.2-draft-01.xsd"
xmlns:wsrpw="http://docs.oasis-open.org/wsrf/2004/06/wsrf-WS-ResourceProperties-1.2-draft01.wsdl" xmlns:xsd="http://www.w3.org/2001/XMLSchema">
<wsdl:import
location="../../wsrf/properties/WS-ResourceProperties.wsdl"
namespace="http://docs.oasis-open.org/wsrf/2004/06/wsrf-WS-ResourceProperties-1.2-draft01.wsdl"/>
<!--WSDL created by Apache Axis version: 1.3
Built on Oct 05, 2005 (05:23:37 EDT)-->
<wsdl:types>
<schema
elementFormDefault="qualified"
targetNamespace="http://www.gredia.eu/MetaData"
xmlns="http://www.w3.org/2001/XMLSchema"
xmlns:rpns="http://docs.oasisopen.org/wsrf/2004/06/wsrf-WS-ResourceLifetime-1.2-draft-01.xsd"
xmlns:tns="http://www.gredia.eu/MetaData" xmlns:xsd="http://www.w3.org/2001/XMLSchema">
<xsd:import
namespace="http://schemas.xmlsoap.org/ws/2004/03/addressing"
schemaLocation="../../ws/addressing/WS-Addressing.xsd"/>
<import namespace="http://xml.apache.org/xml-soap"/>
<element name="saveMetaData">
<complexType>
<sequence>
<element name="xmlMetadata" type="apachesoap:Document"/>
</sequence>
</complexType>
</element>
<element name="saveMetaDataResponse">
<complexType/>
</element>

<element name="search">
<complexType>
<sequence>
<element name="xmlQuery" type="apachesoap:Document"/>
</sequence>
</complexType>
</element>
<element name="searchResponse">
<complexType>
<sequence>
<element name="searchReturn" type="apachesoap:Document"/>
</sequence>
</complexType>
</element>
<element name="createResource">
<complexType/>
</element>
<element name="createResourceResponse">
<complexType>
<sequence>
<element ref="wsa:EndpointReference"/>
</sequence>
</complexType>
</element>
<element name="MetaDataResourceProperties">
<complexType>
<sequence/>
</complexType>
</element>
</schema>
</wsdl:types>

<wsdl:message name="saveMetaDataResponse">
<wsdl:part element="impl:saveMetaDataResponse" name="parameters"/>
</wsdl:message>
<wsdl:message name="saveMetaDataRequest">
<wsdl:part element="impl:saveMetaData" name="parameters"/>
</wsdl:message>
<wsdl:message name="searchResponse">
<wsdl:part element="impl:searchResponse" name="parameters"/>
</wsdl:message>
<wsdl:message name="searchRequest">
<wsdl:part element="impl:search" name="parameters"/>
</wsdl:message>
<wsdl:portType
name="MetaDataPortType"
wsdlpp:extends="wsrpw:GetResourceProperty"
wsrp:ResourceProperties="tns:MetaDataResourceProperties">

<wsdl:operation name="saveMetaData">

<wsdl:input message="impl:saveMetaDataRequest" name="saveMetaDataRequest"/>
<wsdl:output message="impl:saveMetaDataResponse" name="saveMetaDataResponse"/>
</wsdl:operation>
<wsdl:operation name="search">
<wsdl:input message="impl:searchRequest" name="searchRequest"/>
<wsdl:output message="impl:searchResponse" name="searchResponse"/>
</wsdl:operation>
<wsdl:operation name="createResource">
<wsdl:input message="impl:createResourceRequest" name="createResourceRequest"/>
<wsdl:output message="impl:createResourceResponse" name="createResourceResponse"/>
</wsdl:operation>
</wsdl:portType>
<wsdl:message name="createResourceRequest">
<wsdl:part element="impl:createResource" name="parameter"/>
</wsdl:message>
<wsdl:message name="createResourceResponse">
<part element="impl:createResourceResponse" name="parameter"/>
</wsdl:message>
</wsdl:definitions>

6.

Framework for intelligent Virtual Organizations

6.1. Overview
The major issues addressed by FiVO framework in the GREDIA project include:
z

Provision of a unified semantic interface (at least at the service level) for discovery and
management of all aspects of a Virtual Organization (including its members, agreements,
resources, goals)

z

Oriented strictly towards Service Oriented Architectures and Grid computing, thus assuming
certain requirements on the infrastructures of organizations willing to participate in Virtual
Organizations created on the GREDIA platform

z

Allowing both static (manual) and dynamic (semi-automatic) creation and deployment of
Virtual Organizations aiming to pursue some goal

z

Support legacy information systems by mediating semantic queries into proper standards in
which these systems are implemented

In overall the FiVO framework serves as a distributed system for negotiation, creating and managing
resources and services within Virtual Organizations spanning heterogeneous real organizations. This is
depicted in a sample deployment of FiVO framework within the GREDIA system in below.

6.1.1. Contract Ontology
The Contract Ontology in Gredia will constitute of several ontologies that together will provide
necessary concepts and relations for defining contracts among partners within a Virtual Organization.
The general overview of the Contract Ontology and how it can be used with domain ontologies for
definition of a Virtual Organization is depicted below.

Figure 19: General structure of Contract Ontology

The Contract Ontology will provide basic, general concepts that will enable definition of a contract
between partners in a VO, which combined with domain ontologies providing refinements and
extensions of general concepts will enable the contract to describe actual resources and functionalities
within some domain to which the Virtual Organization is related.
Current ontology URL is:
http://zeus72.cyf-kr.edu.pl/gredia/ontologies/ContractOntology.owl
The main components of the Contract Ontology are:
Ö VO Ontology
Provides generic concepts for description of Virtual Organizations such as VO, Organization or Actor.
Aspects covered by this ontology include:
z

Allow to describe the concept of VO with its participants, administrators,

z

Allow to describe organizations that will be parts of the organizations

z

Allow to define roles of the organizations within a VO

z

Allow to define users in the organization

z

Allow to define resources in the organization

Ö Security Ontology
This ontology must provide generic concepts that will be independent of existing security
infrastructures, thus allowing to configure any security framework based on contract statements
defined using these concepts.
Aspects covered by this ontology include:
z

Allow to define general security assertions that can be translated to various security
frameworks (e.g. CAS, PERMIS, Akenti, etc..), thus provide a generic super-set of assertions
concepts that can be used in these systems

z

Allow to refer to resources available in the system and to use concepts from domain
ontologies (e.g. through URI’s)

Ö QoS Ontology
QoS and SLA ontology should provide concepts that will enable specification of non-functional
requirements on resources sharing within a VO such as AvailabilityTime or ResponseLatency.
Aspects covered by this ontology include:
z

Allow to define non-functional requirements on resource sharing such as e.g. performance
metrics

Ö Negotiations Ontology
This ontology provides concepts for the process of negotiations such as ContractStatement.
Aspects covered by this ontology include:
z

Allow to define contract statements and their attributes

z

Allow to track the negotiation process

6.1.2. Sample contract
Let's consider sample contract for the banking pilot application (EasyLoan Virtual Organization),
assuming it has the following simple structure:

Organization: HappyBank
Services: CreditCalculationService, ClientRegistrationService
People: Stefano, Marco, Marcelo
Roles: Stefano<->BankClerk, Marco<->BankManager, Marcelo<->BankClient
Authorization: CreditCalculationService<->BankManager,
ClientRegistrationService<->BankClient
QoS: CreditCalculationService<->TimeToComplete=15min,
ClientRegistrationService<->Availability=95%

Organization: BancadItalia
Service: ClientCreditHistoryService
Authorization: ClientCreditHistoryService<->BankManager
QoS: ClientCreditHistoryService<->TimeToComplete=5min
The contract for this VO in the form of OWL ontology is visualized on the Figure 21 below:

Figure 20: Visualization of sample EasyLoan VO contract
The same contract has the following representation in OWL/XML (excerpt):

<j.0:VirtualOrganization rdf:ID="EasyLoan">
<j.0:name rdf:datatype="...">
EasyLoan Application VO</j.0:name>
<j.0:administeredBy rdf:resource="l#Marco"/>
<j.3:hasContract>
<j.3:Contract rdf:ID="EasyLoanContract">
<j.3:hasStatement>
<j.3:Statement rdf:ID="StCreditCalculation">
<j.3:hasAtom>
<j.3:Atom rdf:ID="AtomCreditCalculationService">
<j.3:hasActor rdf:ID="#Marco"/>
<j.3:hasResource>
<j.2:Service rdf:ID="CreditCalculationService">
<j.0:isOwnedBy rdf:resource="#HappyBank"/>
<j.0:belongsTo rdf:resource="#EasyLoan"/>
<j.0:hasQoSAttribute>
---- j.5:QoSAttribute - #j.6:TimeToComplete
</j.0:hasQoSAttribute>
</j.2:Service>
</j.3:hasResource>
<j.3:hasParameter>
<j.3:Parameter>
<j.0:hasQoSAttribute>
---- j.5:QoSAttribute - #j.6:TimeToComplete
</j.0:hasQoSAttribute>
<j.6:hasValue>
---- { "15",

#owlTime::unitMinute }

</j.6:hasValue>
</j.3:Parameter>
</j.3:hasParameter>
---- more parameters ...
<j.3:hasAction>
<j.3:Action rdf:ID="ProvidesService"/>
</j.3:hasAction>
</j.3:Atom>
</j.3:hasAtom>
</j.3:Statement>
</j.3:hasStatement>
<j.3:hasStatement rdf:resource="#StClientRegistration"/>
<j.3:hasStatement rdf:resource="#StClientCreditHistory"/>
</j.3:Contract>
</j.3:hasContract>
</j.0:VirtualOrganization>

6.2. Contract Negotiation Mediator
6.2.1. Contract Negotiation Component
Within the FiVO framework deployed in a given organization there may be many NegotiationsManager
components. Each NegotiationsManager component is responsible for only one of the negotiations.
FiVO component creates and destroys NegotiationsManagers and further directs the requests to
proper NegotiationsManagers. It also receives and processes the requests when there is no
NegotiationsManager component to which the request can be directed e.g. when the negotiations
have not been created yet. An elected component from NegotiationsManager components, called
NegotiationsManagerServer, works as a server for particular negotiations. ServerNegotiationsManager
can be created in every FiVO component when one of the organizations starts the negotiations and
takes the role of a VO manager. The server component stores the state of the negotiations, manages
and controls the negotiations process. It receives all the requests from other NegotiationsManager
components nad processes them. It also notifies other NegotiationsManager components of the
changes in the negotiations state.

6.2.2. Contract Negotiation Protocol
This section describes the protocol for system activities related to management of negotiations. This
includes management of negotiation tables, contract acceptance and GUI operations. A negotiation
table represents a subset of the negotiation process in which the negotiations can be independent
from other negotiation tables within the whole negotiation process of one VO. Thus each contract
negotiation is performed on at least one negotiation table.
6.2.2.1

Creating negotiation table

Phase

Description

GUI Action

User creates the table

Request Creation

Request data sent: unique table name, table description (optional), table
creator (organization)

Verification

Table name uniqueness

Processing

Table is added to the negotiations, the creator is stored

6.2.2.2

Cancelling negotiation table

Phase

Description

GUI Action

The creator of the table cancels the table with the intent to discard all
statements (whether open or accepted) on the table

Request Creation

Request data sent: unique table name, table creator

Verification

Table existence, check if user (organization) is the creator of the table

Processing

Table is canceled, all statements on the table are removed

6.2.2.3

Accepting negotiation table

Table needs to be accepted by all table participants, that is all organizations that either created
statements on the table or were referred to in the statements.

Phase

Description

Preliminary
conditions

All statements on the table have to be accepted.

GUI Action

The table participant (organization for which there are statements on the
table) accepts the table.

Request Creation

Request data sent: table name

Verification

Table existence, check if user (organization) is the table participant,
concurrent modification prevention (check if the table has been modified
before)

Processing

Table is accepted by the organization. If it is the last organization that has to
accept the table, the table is permanently accepted. Statements from the
table are added to the final contract.

6.2.2.3.1

Modifying contract during negotiation table acceptation

The table acceptation process has to be started over again if the contract has been modified (e.g. the
statement added)

Phase

Description

Preliminary
conditions

All statements on the table were accepted, some organizations accepted the
table

GUI Action

User modifies the contract part related to the table (e.g. adds a statement to
the table or modifies existing one)

Request Creation

(same as modifying contract request)

Verification

(same as modifying contract request)

Processing

(same as modifying contract request) and all previous acceptations on the

table are invalidated. The table has to be accepted by all table participants
again.

6.2.3. Starting negotiations
All activities performed when the negotiations are started
6.2.3.1

Creating negotiations

Actor

Action

User

Creates negotiations, specifies negotiations unique name and description.
The name has to be unique within the organization

GUI

Forwards the request to FiVO container

FiVO container

Verifies the request to start negotiations (e.g. checks if the name is unique
within the organization)

FiVO container

Creates Server FiVO component within FiVO container

Server FiVO

Initializes negotiations within Server FiVO. Assigns unique ID to negotiations
(the ID is constructed from organization ID and (partially) unique
negotiations name

Server FiVO

Notifies other FiVO components of new negotiations

6.2.3.2

Inviting participants

Actor

Phase

Action

GUI

Preliminary
conditions

Negotiations created, domain ontologies loaded

VO Manager

GUI Action

Loads a list of participants

GUI

Request Routing

Forwards request to proper Server FiVO within FiVO
container

Server FiVO

Processing

Adds participants to the negotiations

Server FiVO

Processing

Puts negotiations in the state of adding participants (no
further ontology changes are allowed)

Server FiVO

Processing

Sends request to begin negotiations to FiVO containers
of the organizations participating in negotiations. Sends
negotiations data (name, description)

FiVO container

Notifications

Creates FiVO component for negotiations

FiVO

Notifications
processing

Requests additional negotiations data from Server FiVO
(i.e. participants list, domain ontologies)

Server FiVO

Notifications
processing

Responds to FiVOs' requests for additional negotiations
data

FiVO

Notifications
processing

Notifies GUIs of new negotiations

6.2.3.3

Connecting GUI to FiVO

Actor

Action

GUI

Displays a list of current negotiations in which the organization is
participating. Negotiations for which there is no GUI connection are marked.

User

Connects his GUI with negotiations.

GUI

Sends request to connect to negotiations

FiVO

Verifies request (checks if there is no GUI connection, or if current
connection is not responding)

FiVO

Associates GUI with this FiVO component

FiVO

Notifies other GUIs that the negotiations have GUI connection

GUI

Connected GUI retrieves current state of the negotiations from FiVO

FiVO

FiVO sends to GUI the negotiations state (contract statements and their
acceptation state, tables)

6.2.3.4

Disconnecting GUI from FiVO

Actor

Action

User

The user is participating in negotiations (GUI connected to FiVO). User
decides to disconnect his GUI from FiVO.

GUI

Sends disconnect request to FiVO

FiVO

Disassociates GUI with this FiVO component

FiVO

Notifies other GUIs that there is no GUI connection for the negotiations

The GUI connection may be lost due to events not related to the system e.g. GUI crash, machine
crash or network failure. In such a case there has to be a possibility of reconnection.
6.2.3.5

Loading domain ontology

Actor

Phase

Action

GUI

Preliminary
conditions

The negotiations were created but have not been started
yet (No contract statement has been added, no
participant except for VO Manager has been added)

VO Manager

GUI Action

Loads domain ontologies

Server FiVO

Verification

Verifies the ontologies

Server FiVO

Processing

Loads the ontologies

6.2.3.6

Starting negotiations

Phase

Action

Preliminary
conditions

The negotiations were created, domain ontologies loaded, organizations
participating in negotiations invited

GUI Action

Starts negotiations

Verification

The negotiations were created, domain ontologies loaded, organizations
participating in negotiations invited

Processing

Begins negotiations

6.2.4. Ending negotiations
All activities performed when the negotiations are ended

Actor

Phase

Action

VO Manager

GUI Action

The VO Manager ends negotiations (either accepts the
contract or discards it)

GUI

Request Routing

Sends the request to Server FiVO

Server FiVO

Verification

Checks if user is authorized (VO Manager)

Server FiVO

Processing

Blocks all requests, requests are discarded and errors
are returned

Server FiVO

Processing

Additional processing specific to contract acceptation or
discarding (see below)

Server FiVO

Notifications

Sends notifications to all FiVOs (including Server FiVO)
together with the negotiations result (acceptation or
discarding)

FiVO

Notifications
processing

Notifies GUI that negotiations have finished

FiVO

Notifications
processing

Disconnects GUI from FiVO

FiVO

Notifications
processing

Requests FiVO Container to be disposed

FiVO Container

Notifications
processing

FiVO specific to the negotiations is disposed

6.2.4.1

Contract acceptation

(additional activities for “ending negotiations” sequence)
Actor
Phase
Action
GUI

Preliminary
conditions

All contract statements have to be accepted, all tables
have to be accepted or canceled.

Server FiVO

Verification

Concurrent modification prevention (check if the contract
has been modified before – the acceptation will cause
acceptation of an unknown statement)

Server FiVO

Processing

Final contract is prepared, the result of negotiations is
communicated to external systems, final contract is sent
to external systems

6.2.4.2

Contract discarding

(additional activities for “ending negotiations” sequence)
Actor
Phase
Action
GUI

Preliminary
conditions

The statements and table can be in any state

Server FiVO

Processing

The result of negotiations is communicated to external
systems

6.2.5. Contract Negotiation User Interface
Graphical user interface enables the user to utilize the functionality of the system. Graphical interface
uses the interface provided by FiVO. FiVO component notifies graphical interface about events that
take place during system operation, that influence the content presented to the user. Graphical
interface communicates with NegotiationsManager during negotiations.
Though the overall system architecture is peer-to-peer, during the negotiations one component is
elected to act as a server. In every FiVO component NegotiationsManager component is created that
offers single negotiations functionality. In the organization of VO Manager, who created the
negotiations, ServerNegotiationsManager is created that offers additional functionality of a server. All
NegotiationsManager issue their request directly to the server.
The preliminary implementation of FiVO GUI is implemented as a plug-in for Protege 2000 ontology
editor (Figure 22).

Figure 21: FiVO plug-in to Protege 2000 for contract negotiations

6.3. VO Management

This component provides the basic functionality of Virtual Organization management such as creation
and dissolution of VO, as well as semantic-based resource discovery within a VO. It is implemented as
a WSRF service that can be deployed in Globus.

6.4. Authorization
Most services, including application-specific services will use authorization solutions available in
particular VO such as PERMIS. These services will be automatically configured by FiVO using
authorization statements stated in the VO contract. However some more complex authorization
decisions will be made by calling directly FiVO authorization interface which will use semantic
reasoning to support these use cases. One such case is the DRLS component which needs to verify
whether the user on whose behalf a query in the P2P data overlay should be executed, has sufficient
rights to see and access the files with respect to given VO. It is implemented as a WSRF service which
can be deployed in Globus.

6.5. Packages
This section provides overview of software packages that are developed for FiVO framework and their
basic interfaces and functionality.

Package eu.gredia.fivo.contractnegotiationmediator
This package contains implementation of the functionality related to contract negotiation phase. It
contains the WSRF service code and client code, which can be deployed in a Globus environment.
The ContractNegotiationMediator service has the following interface:

void acceptStatement(String negotiationsID, String[] statement)
void addStatement(String negotiationsID, String[] statement)
String[] getOrganizations(String negotiationsID)
void joinNegotiations(String negotiationsID, String organizationID)
void leaveNegotiations(String negotiationsID, String organizationID)
void rejectStatement(String negotiationsID, String[] statement)
String startNegotiations(String voID)
Package eu.gredia.fivo.contractnegotiationmediator.ui
This package provides implementation of the Graphical User Interface plug-in extension which can be
used to negotiate the contract.
Package eu.gredia.fivo.vomanagement
This package contains service and client code for VO management related operations. This service has
the following interface:

String createVO(String voName, String[] participants, String voGoal)
void deployVO(String voID)
void dissolveVO(String voID)
String findResource(String voID, String query, String query_type)

Package eu.gredia.fivo.voauthorization
This package provides service implementation for managing advanced authorization mechanism based
on the VO contract and semantic reasoning. This service provides the following interface:
String authorizeRequest(String authorizationType,
String authorizationQuery)

6.6. WSDL definitions
6.6.1. Contract Negotiation Mediator service
The WSDL files for all 3 services, i.e., ContractNegotiationMediator, VOAuthorization and
VOManagement can be found here: http://zeus72.cyf-kr.edu.pl/gredia/fivo/wsdl/

7.

Conclusions – Future Work

In this deliverable we described a first and decisive effort towards the implementation
of the Gredia middleware. Gredia addresses the subject of efficient and reliable multimedia content
sharing and management in a Grid environment, where heterogeneous resources cooperate. In this
context, we proposed a service-oriented middleware architecture that provides store, search and
retrieve primitives for manipulation of annotated multimedia files. We introduced the idea of DHT
overlays for metadata and data management, thus avoiding the use of centralized entities. Moreover,
a multidimensional indexing scheme that speeds-up the searching procedure and facilitates range
queries is used to enable user-customized searches. Finally, we presented GridTorrent, a transfer
protocol resilient to flash crowd conditions and completely compatible with existing Grid middleware,
which will be used for multimedia file uploads and downloads. We strongly believe that the proposed
architecture, incorporating various P2P techniques, will provide a robust and scalable infrastructure for
storing annotated data and searching over a large set of metadata attributes.
The implementation of the described platform is currently at a prototype status. The functionality of
basic components has been predetermined and the corresponding interfaces have been deployed.
There are specific issues left to be implemented and a list of others to be designed and incorporated
into the system logic. In more detail and concerning GridTorrent, we plan to move towards two
directions: First, create a daemon-like version that is installed on all relevant servers in our system.
Second, we plan to implement a communication channel through which GridTorrent-enabled servers
will be able to participate in multiple uploads and downloads (in a fashion similar to the GridFTP
channel). As far as SFCs go, we intend to test by using a number of dimensions that take numerical,
categorical and keyword values (the ones that will be mostly used in Gredia queries). Finally, several
implementation issues that are currently underway relate to the intra-middleware communications
(i.e., the arrows that are used as communication channels between the different components of our
middleware). The different components should communicate in the specified manner.
Moreover, we investigate optimization issues in various aspects of our design. One aspect we intend
to take into consideration is load-balancing issues which arise from the heterogeneity of nodes in
terms of storage capacity and bandwidth, as well as the locality preservation that Space Filling Curves
can offer. We also intend to consider various replication and performance optimization techniques to
enhance the performance of the proposed middleware.
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